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Two-Way Orthogonal Independent Samples ANOVA:  Computations 

 
 We shall test the hypotheses in factorial ANOVA in essentially the same way we 
tested the one hypothesis in a one-way ANOVA.  I shall assume that our samples are 
strictly independent, not correlated with each other.  The total sum of squares in the 
dependent/outcome variable will be partitioned into two sources, a  Cells or Model SS 
[our model is Y = effect of level of A + effect of level of B + effect of interaction + error + 
grand mean] and an Error SS. 

 The SSCells reflects the effect of the combination of the two grouping variables.  
The SSerror reflects the effects of all else.  If the cell sample sizes are all equal, then we 
can simply partition the SSCells into three orthogonal (independent, nonoverlapping) 
parts: SSA, the effect of grouping variable A ignoring grouping variable B; SSB, the 
effect of B ignoring A; and SSAxB, the interaction. 

 If the cell sample sizes are not equal, the design is nonorthogonal, that is, the 
factors are correlated with one another, and the three effects (A, B, and A x B) overlap 
with one another.  Such overlap is a thorny problem which we shall avoid for now by 
insisting on having equal cell n’s.  If you have unequal cell n’s you may consider 
randomly discarding a few scores to obtain equal n’s or you may need to learn about 
the statistical procedures available for dealing with such nonorthogonal designs. 

 Suppose that we are investigating the effects of gender and smoking history 
upon the ability to smell an odourant thought to be involved in sexual responsiveness. 
One grouping variable is the participant’s gender, male or female.  The other grouping 
variable is the participant’s smoking history:  never smoked, smoked 2 packs a day for 
10 years but have now stopped, stopped less than 1 month ago, between 1 month and 
2 years ago, between 2 and 7 years ago, or between 7 and 12 years ago.  Suppose we 
have 10 participants in each cell, and we obtain the following cell and marginal totals 
(with some means in parentheses): 

 

 SMOKING HISTORY  

GENDER never < 1m 1 m - 2 y 2 y - 7 y 7 y - 12 y marginal 

Male 300 200 220 250 280 1,250 (25) 

Female 600 300 350 450 500 2,200 (44) 

marginal 900 (45) 500 (25) 570 (28.5) 700 (35) 780 (39) 3,450 
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 We shall also need the uncorrected sums of squares, so here is Y2 for each 
cell: 

 SMOKING HISTORY  

GENDER never < 1m 1 m - 2 y 2 y - 7 y 7 y - 12 y marginal 

Male 10,071 5,071 5,911 7,321 8,911 37,285 

Female 37,071 10,071 13,321 21,321 26,071 107,865 

Marginal 47,142 15,142 19,232 28,642 34,982 145,140 

 

 The total sum of squares, 115,26
100

450,3
140,145

2

TotalSS .  The squared 

sum of the scores divided by total N, (3,450)
2
 / 100 = 119,025, is called the correction 

for the mean, CM, a term that appears often in calculations of sums of squares. 

 The SSCells is computed as if you were computing the among-groups SS in an a 
x b = 2 x 5 = 10 group one-way design. Our general rule is to square and then sum 
group totals, divide by the number of scores that went into each total, then 
subtract the CM. 

For our data, SSCells = 

405,15025,119
10

500450350300600280250220200300 2222222222




 

The SSerror is then SStotal minus SSCells = 26,115 - 15,405 = 10,710. 

 To compute the SS for the main effects of Gender and Smoking History, apply 
the same general rule to their marginal totals: 

 025,9025,119
50

200,2250,1 22




GenderSS  

 140,5025,119
20

780700570500900 22222




SmokeSS  

 Since the SSCells reflects the combined effect of Gender and Smoking History, 
both their main effects and their interaction, we can compute the SSinteraction as a 
residual, 

SSCells  SSGender  SSSmoke = 15,405 - 9,025 - 5,140 = 1,240. 

 As in the one-way design, total df = N - 1, and main effects df = number of levels 
minus one, that is, (a - 1) and (b - 1).  Interaction df is the product of main effect df, 
(a - 1)(b - 1). Error df = (a)(b)(n - 1). 

 Mean squares are SS / df, and F’s are obtained by dividing effect mean squares 
by error MS.  Results are summarized in this source table: 
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Source SS df MS F p 

A-gender 9025 1 9025 75.84 <.001 

B-smoking history 5140 4 1285 10.80 <.001 

AxB interaction 1240 4 310 2.61 .041 

Error 10,710 90 119   

   Total 26,115 99    

Analysis of Simple Main Effects 

 The finding of a significant interaction is often followed by testing of the simple 
main effects of one factor at each level of the other.  Let us first compare the two 
genders at each level of smoking history.  Following our general rule for the 
computation of effect sums of squares (note that each simple effect has its own CM). 

Simple Main Effect of Gender at Each Level of Smoking History 

SS Gender for never smokers     =      500,4
20

900

10

600300 222




 

SS Gender, stopped < 1m     =      500
20

500

10

300200 222




 

SS Gender stopped 1 m - 2 y     =      845
20

570

10

350220 222




 

SS  Gender stopped 2 y - 7 y     =      000,2
20

700

10

450250 222




 

SS Gender stopped 7 y - 12 y     =      420,2
20

780

10

500280 222




 

 Please note that the sum of the simple main effects SS for A (across levels of B) 
will always equal the sum of SSA and the SSinteraction: 4,500 + 500 + 845 + 2,000 + 2,420 
= 10,265 = 9,025 + 1,240.  Since gender is a two-level factor, each of these simple main 
effects has 1 df, so MS = SS.  For each we compute an F on 1, 90 df  by dividing by the 
MSE from the overall ANOVA: 

 Smoking History 

SS Gender at never < 1m 1 m - 2 y 2 y - 7 y 7 y - 12 y 

F(1, 90) 37.82 4.20 7.10 16.81 20.34 

p <.001 .043 .009 <.001 <.001 

 

 Some recommend using a MSE computed using only the scores involved in the 
simple main effect being tested, that is, using individual error terms for each simple 
main effect.  This is especially recommended when the assumption of homogeneity of 
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variance is suspect.  When I contrived these data I did so in such a way that there is 
absolute homogeneity of variance – each cell has a variance of 119, so I used the MSE 
from the overall ANOVA, the pooled error term. 

 The results indicate that the gender difference is significant at the .05 level at 
every level of smoking history, but the difference is clearly greater at levels 1, 4, and 5 
(those who have never smoked or quit over 2 years ago) than at levels 2 and 3 (recent 
smokers). 

Simple Main Effect of Smoking History at Each Level of Gender 

 Is smoking history significantly related to olfactory ability within each gender?  Let 
us test the simple main effects of smoking history at each level of gender: 

SS Smoking history for men     =     680
50

250,1

10

280250220200300 222222




 

SS Smoking history for women     =     700,5
50

200,2

10

500450350300600 222222




 

 Note that SSB at A1 + SSB at A2 = 680 + 5,700 = 6,380 = SSB + SSAxB = 5,140 + 
1,240.  Since B had 5 levels, each of these simple main effects has 4 df, so the mean 
squares are 680 / 4 = 170 for men, 5,700 / 4 = 1,425 for women.  Smoking history has a 
significant simple main effect for women, F(4, 90) = 11.97, p < .001, but not for men, 
F(4, 90) = 1.43, p = .23. 

Multiple comparisons 

 Since smoking history had a significant simple main effect for the women, we 
might want to make some comparisons involving the five means in that simple main 
effect.  Rather than make all possible (10) pairwise comparisons , I elect to make only 4 
comparisons:  the never smoked group versus each other group.  Although there is a 
special procedure for the case where one (control) group is compared to each other 
group, the Dunnett test, I shall use the Bonferroni t test instead.  Holding familywise 
alpha at .05 or less, my criterion to reject each null hypothesis becomes 

.0125.
4

05. 
pc   I will need the help of SAS to get the exact p values.  Here is a little 

SAS program that will obtain the p values for the t scores below:  

options formdlim='-' pageno=min nodate; 

data p; 

 T1 = 2*PROBT(-6.149, 90);  T2 = 2*PROBT(-5.125, 90);  T3 = 2*PROBT(-3.075, 

90); 

 T4 = 2*PROBT(-2.050, 90); proc print; run; 

Notice that I entered each t score as a negative value, and then gave the df.  Since 
PROBT returns a one-tailed p, I multiplied by 2.   The output from SAS is: 

        Obs        T1            T2            T3         T4 

         1     2.1036E-8    .000001688    .002787218    0.043274 

 The denominator for each t will be 119 1 10 1 10 4 8785( / / ) .  .  The computed t 

scores and p values are then: 
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Never Smoked vs Quit 

8785.4
)90(

ji MM
t


  

p Significant? 

< 1 m (60-30) / 4.8785=6.149 < .001 yes 

1 m - 2 y (60-35) / 4.8785=5.125 < .001 yes 

2 y - 7 y (60-45) / 4.8785=3.075 .0028 yes 

7 y - 12 y (60-50) / 4.8785=2.050 .0433 no 

 As you can see, female ex-smokers’ olfactory ability was significantly less than 
that of women who never smoked for every group except the group that had stopped 
smoking 7 to 12 years ago. 

 If the interaction were not significant (and sometimes, even if it were) we would 
likely want to make multiple comparisons involving the marginal means of significant 
factors with more than two levels.  Let us do so for smoking history, again using the 
Bonferroni t-test.  I should note that, in actual practice, I would probably use the 
REGWQ test.  Since I shall be making ten comparisons, my adjusted per comparison 
alpha will be, for a maximum familywise error rate of .05, .05/10 = .005.  Again, I rely on 
SAS to obtain the exact p values. 

options formdlim='-' pageno=min nodate; 

data p; 

 T12 = 2*PROBT(-5.80, 90); T13 = 2*PROBT(-4.78, 90); T14 = 2*PROBT(-2.90, 

90); 

 T15 = 2*PROBT(-1.74, 90); T23 = 2*PROBT(-1.01, 90); T24 = 2*PROBT(-2.90, 

90); 

 T25 = 2*PROBT(-4.06, 90); T34 = 2*PROBT(-1.88, 90); T35 = 2*PROBT(-3.04, 

90); 

 T45 = 2*PROBT(-1.16, 90); proc print;  run; 

Obs       T12           T13           T14          T15        T23 

 1     9.7316E-8    .000006793    .004688757    0.085277    0.31520 

 

Obs           T24           T25       T34            T35         T45 

 1       .004688757    .000104499    0.063343    .003097811    0.24912 

 

Level i vs j t = Significant? 

1 vs 2 
80.5

4496.3

20
)20/120/1(119/)2545(   

yes 

1 vs 3 (45-28.5) / 3.4496=4.78 yes 

1 vs 4 (45-35) / 3.4496=2.90 yes 

1 vs 5 (45-39) / 3.4496=1.74 no 

2 vs 3 (28.5-25) / 3.4496=1.01 no 

2 vs 4 (35-25) / 3.4496=2.90 yes 
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2 vs 5 (39-25) / 3.4496=4.06 yes 

3 vs 4 (35-28.5) / 3.4496=1.88 no 

3 vs 5 (39-28.5) / 3.4496=3.04 yes 

4 vs 5 (39-35) / 3.4496=1.16 no 

 Note that the n’s are 20 because 20 scores went into each mean. 

Smoking History < 1 m 1 m - 2 y 2 y - 7 y 7 y - 12 y never 

Mean 25A 28.5AB 35BC 39CD 45D 

Note.  Means sharing a superscript are not significantly different from one another. 

Contrasts in Factorial ANOVA 

 One can create contrasts in factorial ANOVA just as in one-way ANOVA.  For 
example, in a 2 x 2 ANOVA one contrast is that known as the main effect of the one 
factor, another contrast is that known as the main effect of the other factor, and a third 
contrast is that known as the interaction between the two factors.  For effects (main or 
interaction) with more than one df, the effect can be broken down into a set of 
orthogonal one df contrasts. 

 The coefficients for an interaction contrast must be doubly centered in the sense 
that the coefficients must sum to zero in every row and every column of the a x b matrix.  
For example, consider a 2 x 2 ANOVA.  The interaction has only one df, so there is only 
one contrast available. 

 

 Coefficients  Means 

 B1 B2  B1 B2 

A1 1 -1  M11 M12 

A2 -1 1  M21 M22 

 

 This contrast is M11 – M12 – M21 + M22.  From one perspective, this contrast is the 
combined cells on one diagonal (M11 + M22) versus the combined cells on the other 
diagonal (M21 + M12).  From another perspective, it is (M11 - M12) – (M21 – M22), that is, 
the simple main effect of B at A1 versus the simple main effect of B at A2.  From another 
perspective it is (M11 – M21) – (M12 – M22), that is, the simple main effect of A at B1 
versus the simple main effect of A at B2.  All of this is illustrated in my program ANOVA-
Interact2x2.sas. 

 Now consider a 2 x 3 design.  The interaction has two df and can be broken 
down into two orthogonal interaction contrasts.  For example, consider the contrast 
coefficients in the table below: 

  

http://core.ecu.edu/psyc/wuenschk/SAS/SAS-Programs.htm
http://core.ecu.edu/psyc/wuenschk/SAS/SAS-Programs.htm
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 A x B12 vs 3  A x B1 vs 2 

 B1 B2 B3  B1 B2 B3 

A1 1 1 -2  1 -1 0 

A2 -1 -1 2  -1 1 0 

 The contrast on the left side of the table compares the simple main effect of A at 
combined levels 1 and 2 of B with the simple main effect of A at level 3 of B.  From 
another perspective, it compares the simple main effect of (combined B1 and B2) versus 
B3 at A1 with that same effect at A2.  Put another way, it is the A x B interaction with 
levels 1 and 2 of B combined. 

 The contrast on the right side of the table compares the simple main effect of A 
at level 1 of B with the simple main effect of A at level 2 of B.  From another 
perspective, it compares the simple main effect of B12 (excluding level 3 of B) at A1 
with that same effect at A2.  Put another way, it is the A x B interaction with level 3 of B 
excluded. 

 If we had reason to want the coefficients on the left side of the table above to be 
a standard set of weights, we would divide each by 2. 

 

 

 A x B12 vs 3 

 B1 B2 B3 

A1 .5 .5 -1 

A2 -.5 -.5 1 

 My program ANOVA-Interact2x3.sas illustrates the computation of these 
interaction contrasts and more. 

Standardized Contrasts 

 As in one-way designs, one can compute standardized contrasts.  Rex B. Kline 
(Chapter 7 of Beyond Significance Testing, 2004, American Psychological Association) 
notes that there is much disagreement regarding how to compute standardized 
contrasts with data from a multifactorial design, and opines that 

1. such estimates should be comparable to those that would be obtained from a one-
way design, and 

2. changing the number of factors in the design should not necessarily change the 
effect size estimates. 

 Adding factors to a design is, IMHO, not different from adding covariates.  Should 
the additional variance explained by added factors be excluded from the denominator of 
the standardized contrast g ?  Imagine a 2 x 2 design, where A is type of therapy, B is 
sex of patient, and Y is post-treatment wellness.  You want to compute g for the effect of 
type of therapy.  The MSE excludes variance due to sex, but in the population of 
interest sex may naturally account for some of the variance in wellness, so using the 
root mean square error as the standardizer will underestimate the population standard 

http://core.ecu.edu/psyc/wuenschk/SAS/SAS-Programs.htm
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deviation.  It may be desirable to pool the SSwithin-cells, SSB, and SSAxB to form an 
appropriate standardizer in a case like this.  I’d just drop B and AxB from the model, run 
a one-way ANOVA, and use the root mean square error from that as the standardizer. 

 Kline argues that when a factor like sex is naturally variable in both the 
population of interest and the sample then variance associated with it should be 
included in the denominator of g.  While I agree with this basic idea, I am not entirely 
satisfied with it.  Such a factor may be associated with more or less of the variance in 
the sample than it is in the population of interest.  In experimental research the 
distribution of such a factor can be quite different in the experiment than it is in the 
population of interest.  For example, in the experiment there may be approximately 
equal numbers of clients assigned to each of three therapies, but in the natural world 
patients may be given the one therapy much more often than the others. 

 Now suppose that you are looking at the simple main effects of A (therapy) at 
levels of B (sex).  Should the standardizer be computed within-sex, in which case the 
standardizer for men would differ from that for women, or should the standardizer be 
pooled across sexes?  Do you want each g to estimate d in a single-sex population, or 
do you want a g for men that can be compared with the g for women without having to 
consider the effect of the two estimators having different denominators? 

Magnitude of Effect 

 Eta-squared and omega-squared can be computed for each effect in the 
model.  With omega-squared, substitute the effect’s df for the term (k-1) in the formula 
we used for the one-way design. 

For the interaction, 047.
115,26

240,12  , 029.
234,26

764

119115,26

)119(4240,12 



 . 

For Gender, 346.
115,26

025,92  , 339.
234,26

)119(1025,92 


 . 

For Smoking History, 197.
115,26

140,52  , 178.
234,26

)119(4140,52 


 . 

 Gender clearly accounts for the greatest portion of the variance in ability to detect 
the scent, but smoking history also accounts for a great deal.  Of course, were we to 
analyze the data from only female participants, excluding the male participants (for 

whom the effect of smoking history was smaller and nonsignificant), the 2 for smoking 
history would be much larger. 

 Partial Eta-Squared.  The value of 2 for any one effect can be influenced by the 
number of and magnitude of other effects in the model.  For example, if we conducted 
our research on only women, the total variance in the criterion variable would be 
reduced by the elimination of the effects of gender and the Gender x Smoking 

interaction.  If the effect of smoking remained unchanged, then the 
Total

Smoking

SS
SS

ratio 

would be increased.  One attempt to correct for this is to compute a partial eta-squared, 

ErrorEffect

Effect
p

SSSS

SS


2 .  In other words, the question answered by partial eta-squared is 
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this:  Of the variance that is not explained by other effects in the model, what proportion 
is explained by this effect. 

For the interaction,  104.
710,10240,1

240,12 


p . 

For gender,  457.
710,10025,9

025,92 


p . 

For smoking history,  324.
710,10140,5

140,52 


p . 

 Notice that the partial eta-square values are considerably larger than the eta-
square or omega-square values.  Clearly this statistic can be used to make a small 
effect look moderate in size or a moderate-sized effect look big.  It is even possible to 
get partial eta-square values that sum to greater than 1.  That makes me a little 
uncomfortable.  Even more discomforting, many researchers have incorrectly reported 
partial eta-squared as being regular eta-squared.  Pierce, Block, and Aguinis (2004) 
found articles in prestigious psychological journals in which this error was made.  
Apparently the authors of these articles (which appeared in Psychological Science and 
other premier journals) were not disturbed by the fact that the values they reported 
indicated that they had accounted for more than 100% of the variance in the outcome 
variable – in one case, the authors claimed to have explained 204%.  Oh my. 

Confidence Intervals for 2 and Partial 2 

 As was the case with one-way ANOVA, one can use my program Conf-Interval-
R2-Regr.sas to put a confidence interval about eta-square or partial eta-squared.  You 
will, however, need to compute an adjusted F when putting the confidence interval on 
eta-square, the F that would be obtained were all other effects excluded from the model.  
Note that I have computed 90% confidence intervals, not 95%.  See this document. 

 Confidence Intervals for 2.  For the effect of gender, 

39.174
199

025,9115,26












GenderTotal

GenderTotal

dfdf

SSSS
MSE , and 

dfF  98 1, on 752.51
39.174

025.9
 .  90% CI [.22, .45]. 

 For the effect of smoking, 79.220
499

140,5115,26












SmokingTotal

SmokingTotal

dfdf

SSSS
MSE and 

dfF  95 1, on 82.5
79.220

285,1
 .  90% CI [.005, .15]. 

 For the effect of the interaction, 

84.261
499

240,1115,26












nInteractioTotal

nInteractioTotal

dfdf

SSSS
MSE  and 

dfF  95 1, on 184.1
84.2261

310
 .  90% CI [.000, .17]. 

 Notice that the CI for the interaction includes zero, even though the interaction 
was statistically significant.  The reason for this is that the F testing the significance of 

http://core.ecu.edu/psyc/wuenschk/SAS/SAS-Programs.htm
http://core.ecu.edu/psyc/wuenschk/SAS/SAS-Programs.htm
http://core.ecu.edu/psyc/wuenschk/docs30/CI-Eta2-Alpha.doc
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the interaction used a MSE that excluded variance due to the two main effects, but that 
variance was included in the standardizer for our confidence interval. 

 Confidence Intervals for Partial 2.  If you give the program the unadjusted 
values for F and df, you get confidence intervals for partial eta-squared.  Here they are 
for our data: 

Gender:  .33, .55 

Smoking:  .17, .41 

Interaction:  .002, .18  (notice that this CI does not include zero) 

 Eta-Squared or Partial Eta-Squared?  Which one should you use?  I am more 
comfortable with eta-squared, but can imagine some situations where the use of partial 
eta-squared might be justified.  Kline (2004) has argued that when a factor like sex is 
naturally variable in both the population of interest and the sample, then variance 
associated with it should be included in the denominator of the strength of effect 
estimator, but when a factor is experimental and not present in the population of 
interest, then the variance associated with it may reasonably be excluded from the 
denominator. 

 For example, suppose you are investigating the effect of experimentally 
manipulated A (you create a lesion in the nucleus spurious of some subjects but not of 
others) and subject characteristic B (sex of the subject).  Experimental variable A does 
not exist in the real-world population, subject characteristic B does.  When estimating 
the strength of effect of Experimental variable A, the effect of B should remain in the 
denominator, but when estimating the strength of effect of subject characteristic B it 
may be reasonable to exclude A (and the interaction) from the denominator. 

 To learn more about this controversial topic, read Chapter 7 in Kline (2004).  You 
can find my notes taken from this book on my Stat Help page, Beyond Significance 
Testing. 

 Perhaps another example will help illustrate 
the difference between eta-squared and partial eta-
squared.  Here we have sums of squares for a two-
way orthogonal ANOVA.  Eta-squared is  

 25.
100

25

*

2 



ErrorBABA

Effect

SSSSSSSS

SS
 for 

every effect.  Eta-squared answers the question “of 
all the variance in Y, what proportion is (uniquely) 
associated with this effect. 

 

 Partial eta squared is 50.
50

252 



ErrorEffect

Effect
p

SSSS

SS
  for every effect.  Partial 

eta-squared answers the question “of the variance in Y that is not associated with any of 
the other effects in the model, what proportion is associated with this effect.”  Put 
another way, “if all of the other effects were nil, what proportion of the variance in Y 
would be associated with this effect. 

http://core.ecu.edu/psyc/wuenschk/StatHelp/BeyondSigTest.pdf
http://core.ecu.edu/psyc/wuenschk/StatHelp/BeyondSigTest.pdf
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Notice that the values of eta-squared sum to .75, the full model eta-squared.  The 
values of partial eta-squared sum to 1.5.  Hot damn, we explained 150% of the 
variance.   

 Once you have covered multiple regression, you should compare the difference 
between eta-squared and partial eta-squared with the difference between squared 
semipartial correlation coefficients and squared partial correlation coefficients. 

 
2 for Simple Main Effects.  We have seen that the effect of smoking history is 

significant for the women, but how large is the effect among the women?  From the cell 
sums and uncorrected sums of squares given on pages 1 and 2, one can compute the 
total sum of squares for the women – it is 11,055.  We already computed the sum of 

squares for smoking history for the women – 5,700.  Accordingly, the 2 = 5,700/11,055 

= .52.  Recall that this 2 was only .20 for men and women together. 

 When using my Conf-Interval-R2-Regr.sas with simple effects one should use an 
F that was computed with an individual error term rather than with a pooled error term.  
If you use the data on pages 1 and 2 to conduct a one-way ANOVA for the effect of 
smoking history using only the data from the women, you obtain an F of 11.97 on (4, 45) 
degrees of freedom.  Because there was absolute heterogeneity of variance in my 
contrived data, this is the same value of F obtained with the pooled error term, but 
notice that the df are less than they were with the pooled error term.  With this F and df 

my program gives you a 90% CI of [.29, .60].  For the men, 2 = .11, 90% CI [0, .20]. 

Assumptions 

 The assumptions of the factorial ANOVA are essentially the same as those made 
for the one-way design.  We assume that in each of the a x b populations the dependent 
variable is normally distributed and that variance in the dependent variable is constant 
across populations. 

Advantages of Factorial ANOVA 

 The advantages of the factorial design include: 

1. Economy - if you wish to study the effects of 2 (or more) factors on the same 
dependent variable, you can more efficiently use your participants by running them 
in 1 factorial design than in 2 or more 1-way designs. 

2. Power - if both factors A and B are going to be determinants of variance in your 
participants’ dependent variable scores, then the factorial design should have a 
smaller error term (denominator of the F-ratio) than would a one-way ANOVA on just 
one factor.  The variance due to B and due to AxB is removed from the MSE in the 
factorial design, which should increase the F for factor A (and thus increase power) 
relative to one-way analysis where that B and AxB variance would be included in the 
error variance. 

 

Consider the partitioning of the sums of squares illustrated to 
the right.  SSB = 15 and SSE = 85.  Suppose there are two 
levels of B (an experimental manipulation) and a total of 20 
cases.  MSB = 15, MSE = 85/18 = 4.722.  The F(1, 18) = 
15/4.72 = 3.176, p = .092.  Woe to us, the effect of our 

http://core.ecu.edu/psyc/wuenschk/SAS/SAS-Programs.htm
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experimental treatment has fallen short of statistical significance. 
 

Now suppose that the subjects here consist of both men and women and that the 
sexes differ on the dependent variable.  Since sex is not included in the model, 
variance due to sex is error variance, as is variance due to any interaction between 
sex and the experimental treatment. 
 
Let us see what happens if we include sex and the 
interaction in the model.  SSSex = 25, SSB = 15, SSSex*B = 
10, and SSE = 50.  Notice that the SSE has been reduced 
by removing from it the effects of sex and the interaction.  
The MSB is still 15, but the MSE is now 50/16 = 3.125 and 
the F(1, 16) = 15/3.125 = 4.80, p = .044.  Notice that 
excluding the variance due to sex and the interaction has 
reduced the error variance enough that now the main effect 
of the experimental treatment is significant. 

 Of course, you could achieve the same reduction in error by simply holding the one 
factor constant in your experiment—for example, using only participants of one 
gender—but that would reduce your experiment’s external validity (generalizability 
of effects across various levels of other variables).  For example, if you used only 
male participants you would not know whether or not your effects generalize to 
female participants. 

3. Interactions - if the effect of A does not generalize across levels of B, then including 
B in a factorial design allows you to study how A’s effect varies across levels of B, 
that is, how A and B interact in jointly affecting the dependent variable. 

Example of How to Write-Up the Results of a Factorial ANOVA 

 

Results 

 Participants were given a test of their ability to detect the scent of a chemical 
thought to have pheromonal properties in humans.  Each participant had been classified 
into one of five groups based on his or her smoking history.  A 2 x 5, Gender x Smoking 
History, ANOVA was employed, using a .05 criterion of statistical significance and a 
MSE of 119 for all effects tested.  There were significant main effects of gender, 

F(1, 90) = 75.84, p < .001, 2 = .346, 90% CI [.22, .45], and smoking history, F(4, 90) = 

10.80, p < .001, 2 = .197, 90% CI [.005, .15], as well as a significant interaction 

between gender and smoking history, F(4, 90) = 2.61, p = .041, 2 = .047, 90% CI [.00, 
.17],.  As shown in Table 1, women were better able to detect this scent than were men, 
and smoking reduced ability to detect the scent, with recovery of function being greater 
the longer the period since the participant had last smoked. 
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Table 1.  Mean ability to detect the scent. 

 Smoking History  

Gender < 1 m 1 m -2 y 2 y - 7 y 7 y - 12 y never marginal 

Male 20 22 25 28 30 25 

Female 30 35 45 50 60 44 

Marginal 25 28 35 39 45  

 

The significant interaction was further investigated with tests of the simple main 
effect of smoking history.  For the men, the effect of smoking history fell short of 

statistical significance, F(4, 90) = 1.43, p = .23, 2 = .113, 90% CI [.00, .20].  For the 
women, smoking history had a significant effect on ability to detect the scent, F(4, 90) = 

11.97, p < .001, 2 = .516, 90% CI [.29, .60].  This significant simple main effect was 
followed by a set of four contrasts.  Each group of female ex-smokers was compared 
with the group of women who had never smoked.  The Bonferroni inequality was 
employed to cap the familywise error rate at .05 for this family of four comparisons.  It 
was found that the women who had never smoked had a significantly better ability to 
detect the scent than did women who had quit smoking one month to seven years 
earlier, but the difference between those who never smoked and those who had 
stopped smoking more than seven years ago was too small to be statistically significant. 

 Please note that you could include your ANOVA statistics in a source table 
(referring to it in the text of your results section) rather than presenting them as I have 
done above.  Also, you might find it useful to present the cell means in an interaction 
plot rather than in a table of means.  I have presented such an interaction plot below. 
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