


Four Variable LOGIT Analysis:  The 1989 Sexual Harassment Study



The Data and the Program


In the file HARASS89.sav on Karl's SPSS Data Page are cell data from a mock jury study done by C. Moore et al. early in 1989.  Download the data file.  Every variable is categorical:  Verdict (1 = guilty, 2 = not guilty), Gender (1 = male, 2 = female) Plattr (1 = the plaintiff is low in physical attractiveness, 2 = high in physical attractiveness), and Deattr(1 = defendant is low in physical attractiveness, 2 = high).  The cell frequencies are provided by the Freq variable.  The female plaintiff in this civil case has accused the male defendant of sexually harassing her.  We wish to determine whether our outcome/dependent variable, Verdict, is affected by (associated with) Plattr, Deattr, Gender, and/or any combination of these three categorical predictor/independent variables.  Download the SPSS program file, LOGIT.sps, from Karl’s SPSS Programs Page.  Edit the syntax so the Get command points correctly to the location of the data file on your computer and then run the program.
A Screening Run with Hiloglinear


Let us first ignore the fact that we consider one of the variables a “dependent” variable and do a hierarchical backwards elimination analysis.  We shall pay special attention to the effects which include our dependent variable, Verdict, in this analysis.  Note that while the one‑way effects are as a group significant (due solely to the fact that guilty verdicts were more common than not guilty), the two‑way and higher‑order effects are not.  This is exactly what we should expect, since most of these effects were experimentally made zero or near zero by our random assignment of participants to groups.  We randomly assigned female and male participants to have an attractive or an unattractive plaintiff and, independent of that assignment, to have an attractive or an unattractive defendant, so, we made the effects involving only Gender, Plattr, and  Deattr zero or near zero.


Hiloglinear's "Tests of PARTIAL associations" indicated significant effects of Verdict, Gender x Verdict, and Plattr x Deattr x Verdict.  The estimated parameters for Verdict and Gender x Verdict are significant, and that for Plattr x Deattr x Verdict is very close to significance.  The backwards elimination procedure led to a model that includes the  Plattr x Deattr x Verdict effect and the Gender x Verdict effect.  Since this is a hierarchical model, all lower‑order effects included in the retained higher‑order effects are also retained, that is, the model also includes the effects of Plattr x Deattr, Plattr x Verdict, Deattr x Verdict, Plattr, Deattr, Verdict, and Gender.  Note that many of these effects are effects that we experimentally made zero or near zero by our random assignment to treatment groups.  The model fits the data well, as indicated by the high p for the goodness‑of‑fit (2.

A Saturated Logit Analysis


The Hiloglinear analysis was employed simply to give us some suggestions regarding which of the effects we want to include in our Logit Analysis.  In a logit analysis we retain only effects that include the dependent variable, Verdict.  The partial association tests suggest a model with Verdict, Gender x Verdict, and Plattr x Deattr x Verdict.  We could just start out with every effect that includes Verdict and then evaluate various reduced models, using standardized parameter estimates (Z) to guide our selection of effects to be deleted (if an effect has no parameter with a large absolute Z, delete it, then evaluate the reduced model).  When deciding between any two particular models, we may test the significance of their differences if and only if one is nested within the other.  Of course, each model is automatically compared to the fully saturated model with the goodness‑of‑fit (2 SPSS gives us, and we don't want to accept a model that is significantly bad in fit.


Instead of using just the three effects suggested by Hiloglinear's partial association tests, I entered every effect containing Verdict to do a saturated logit analysis.  Note the syntax:  LOGLINEAR dependent variable BY independent variables.  As always, the saturated model has perfect fit.

A Backwards Elimination Nonhierarchical Logit Analysis


I inspected the Z scores for tests of parameters in the saturated model, looking for an effect to delete.  Verdict x Plattr with its Z of .024 was chosen.  I employed Loglinear again, leaving Verdict x Plattr out of the DESIGN statement, to evaluate the reduced model – this analysis is not included in the program you ran.  The goodness‑of‑fit (2 was incremented from 0 to .00059, a trivial, nonsignificant increase, df = 1, p = .981.


The smallest |Z| in the reduced model was ‑.306 for Verdict x Gender x Plattr, so I deleted that effect increasing the (2 to .094, which was still nonsignificantly different from the saturated model, df = 2, p = .954.  Again, this analysis is not included in the program you ran.


I next deleted Verdict x Gender x Deattr,  Z = ‑.431, increasing (2 to .280, still not significantly ill fitting, df = 3, p = .964.  Next I removed Verdict x Deattr, Z = ‑1.13, increasing (2 to 1.567, df = 4 p = .815.  Next out was Verdict x Gender x Plattr x Deattr, Z = ‑1.31, (2 = 3.283, p = .656.  I have omitted from the program the four models between the saturated model and the Verdict, Verdict x Gender, Verdict x Plattr x Deattr model, just to save paper.  I made my decisions (and took notes) looking at these models on my computer screen, not printing them.


If you look at the standardized residuals for the Verdict, Verdict x Gender, Verdict x Plattr x Deattr model, you will see that there are no problems, not even a hint of any problem (no standardized residual of 1 or more).

Going Too Far


The way I have been deleting effects, each model is nested within all previous models, so I can test the significance of the difference between one model and any that preceded it with a (2 that equals the difference between the two models' goodness‑of‑fit chi‑squares.  The df = the number of effects deleted from the one model to obtain the other model.  The null hypothesis is that the two models fit the data equally well.  Since the .05 critical value for (2 on 1 df is 3.84, I was on the watch for an increase of this magnitude in the goodness‑of‑fit (2 produced by removing one effect.


Verdict x Plattr x Deattr had a significant Z‑value of ‑2.17 in the current model, but since that was the smallest Z‑value, I removed it.  The goodness‑of‑fit (2 jumped a significant 4.84 from 3.28 to 8.12.  This was enough to convince me to leave Verdict x Plattr x Deattr in the model, even though the Verdict, Verdict x Gender model was not significantly different from the saturated model (due to large df), df = 6, p = .23.  Removal of the Verdict x Plattr x Deattr effect also resulted in increased residuals, four of the cells having standardized residuals greater than 1.


Just to complete my compulsion, I tried one last step (not included in the program you ran), removing Verdict x Gender, producing an ill fitting one parameter (Verdict) model, (2 = 15.09, df = 7, p = .035.

Our Final Model


So, we are left with a model containing Verdict, Verdict x Gender, and Verdict x Plattr x Deattr.  Do note that this is exactly the model suggested by the partial association tests in our screening run with Hiloglinear.  Now we need to interpret the model we have selected.


Our structural model is  LN(cell freq)vgpd = ( + (v+ (vg + (vpd.   Consider the parameter for the effect of Verdict.  A value of 0 would indicate that there were equal numbers of guilty and not guilty votes -- the odds would be 1/1 = 1, and the natural log of 1 is 0.  Our model’s estimate of the parameter for Verdict = Guilty is .363, which is significantly greater than zero.

Odds


In our sample there were 110 guilty votes and 56 not guilty, for odds = 110/56 = 1.96.  Our model predicts the odds to be 
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, a pretty good estimate.  Of course, we could also predict the odds of a not guilty vote using the parameter for Verdict = Not_Guilty:  
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, the inverse of 2.07.

Four Conditional Odds


Now consider the Verdict x Gender interaction.  The observed conditional odds of a guilty verdict if the juror was male is 47/36 = 1.31.  Our model yielded the parameter .363 for Verdict = Guilty, and the parameter -0.231 for Verdict x Gender = Guilty, Male.  To predict the conditional odds of voting guilty given the juror is male, we add the parameter for Verdict = Guilty to the parameter for Verdict x Gender = Guilty, Male, and then convert to odds:  .363 - .231 = .132, 
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, very nearly the observed odds of 1.31.


The conditional odds of a guilty verdict if the juror was female was 63/20 = 3.15.  The parameter for Verdict x Gender = Guilty, Female is +.231, so to predict the conditional odds of voting guilty given the juror is female we add .363 (parameter for Guilty) and .231 (Guilty, Female) and convert to odds:  
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, not a bad estimate.  There are two more conditional odds we could estimate, the odds of a not guilty vote given the juror is male and the odds of a not guilty vote given the juror is female, but these are simply inverses of the conditional odds we have just calculated.

Odds Ratios


The observed odds ratio for the effect of gender on verdict is:  
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.  That is, the odds of a guilty verdict from a male juror were only .414 those from a female juror (or, inverting the odds ratio, the odds of a guilty verdict when the juror was female were 2.41 times the odds when the juror was male).  This odds ratio can be estimated from the parameter for the Verdict x Gender effect (-0.231):  
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 not a bad estimate.  (The constant 4 follows from the four conditional odds just discussed).  The log of an odds ratio is called a logit, thus, "logit analysis."

Using Crosstabs to Help Interpret the Significant Effects


For the Verdict x Plattr x Deattr triple interaction I decided to inspect the Verdict x Plattr effect at each level of Deattr.  Look at the Crosstabs output.  When the defendant was unattractive, guilty verdicts were rendered more often when the plaintiff was attractive (70%) than when she was unattractive (55%), but the difference between these percentages fell short of significance (p = .154 by the likelihood ratio test).  When the defendant was handsome ,the results were just the opposite, guilty verdicts being more likely when the plaintiff was unattractive (77%) than when she was beautiful (62%), but the simple effect again fell short of significance.


Some people just cannot understand how a higher‑order effect can be significant when none of its simple effects is.  Although we understand this stems from the simple effects having opposite signs, perhaps we should try looking at the interaction from another perspective, the Verdict x Deattr effect at each level of Plattr.  Look at the Crosstabs output.  When the plaintiff was unattractive, handsome defendants were found guilty significantly more often (77%) than unattractive defendants (55%), p = .026.  When the plaintiff was beautiful, attractiveness of the defendant had no significant effect upon the verdict, 70% versus 62%, p = .48.
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Next, look at the Verdict x Gender Crosstabs output.  Significantly more of the female jurors (76%) found the defendant guilty than did the male jurors (57%), p = .008.  The likelihood ratio test reported here is one that ignores all the other effects in the full model.

The 1990 Sexual Harassment Study

The results of the 1989 sexual harassment study were never published.  There was a serious problem with the stimulus materials that made the physical attractiveness manipulation not adequate.  We never even bothered submitting that study to any journal.  We considered it a pilot study and did additional pilot work that led to better stimulus materials.  The research conducted with these better stimulus materials has been published ‑‑ "Effects of physical attractiveness of the plaintiff and defendant in sexual harassment judgments" by Wilbur A. Castellow, Karl L. Wuensch, & Charles H. Moore (1990), Journal of Social Behavior and Personality, 5, 547‑562.

The program file, LOGIT2.sps, along with the data file, HARASS90.sav, will produce the logit analysis that is reported in the article.  Download the files, run the program, and look over the output until you understand the statistics reported in the article.  The results are not as complex as they were in the pilot study.  The 1‑way and 2‑way effects are significant, but the higher order effects are not.  Verdict, Defendant Attractiveness x Verdict, and Plaintiff Attractiveness x Verdict have significant partial chi‑squares and significant parameters.  The backwards elimination procedure led to a model with Defendant Attractiveness x Verdict and Plaintiff Attractiveness x Verdict, and, because it is a hierarchical procedure, those effects included therein, namely Verdict, Defendant Attractiveness, and Plaintiff Attractiveness.

As explained in the article, nonhierarchical logit analysis was then used to test a model including only effects that involved the verdict (dependent) variable.  The saturated model (all effects) produced significant parameters only for Verdict, Defendant Attractiveness x Verdict, and Plaintiff Attractiveness x Verdict.  A reduced model containing only these three effects fit the data well, as indicated by the nonsignificant goodness‑of‑fit test.  All three retained parameters remained significant in the reduced model.

The output from Crosstabs helps explain the significant effects.  The effect of verdict is due to guilty verdicts being significantly more frequent (66%) than not guilty (34%) verdicts.  The two interactions each show that physically attractive persons are favored over physically unattractive persons.

Karl L. Wuensch  Dept. of Psychology  East Carolina University  Greenville, NC  27858

September, 2009
· http://core.ecu.edu/psyc/wuenschk/MV/LogLin/Logit-SPSS-Output.pdf -- annotated PASW output

· SAS Catmod code
· Return to Wuensch’s Statistics Lessons Page
Logit.doc


_1042913137.unknown

_1042914319.unknown

_1042916610

_1042914087.unknown

_1042909761.unknown

_1042911420.unknown

_1042909170.unknown

